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How did you interact with AI?



3“The future of AI: everywhere, on the edge, transforming our world” by Imtiaz Adam, BBN Times, 13.04.2023
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AI vs. ML

AI:
• Systems that mimic human 
intelligence, including 
reasoning, decision-making, 
and problem-solving.
• Minimal human intervention.
• Robots, chatbots, 
autonomous vehicles, …

ML:
• Teaching machines to find patterns in data, 
use them to make predictions or decisions, 
and improve automatically with experience.
• Requires human involvement for data 
preparation, model training, and 
optimisation.
• Recommenders, classifiers, predictors, …

DL



5cognitivecreators.ai/blog-posts/the-history-of-ai

1959
M.L. BORN
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The Matrix, 1999, Warner Bros.



7

ML in a nutshell

Rupp, Lilienfeld, Burke, J. Chem. Phys. 2018, 148, 241401.

– a way to construct a computer program directly by a given (large) collection of input-output 
examples without being explicitly programmed. 

Sketch illustrating the idea of machine learning, using prediction of 
molecular energies as an example. The horizontal axis represents 
molecular space (molecules are points on the axis); the vertical axis 
represents energy. Instead of calculating all energies (solid line), only a 
few reference calculations are done (dots), and machine learning is used 
to learn the mapping from molecule to energy (dashed line). 

Training: given a training set of labelled examples {(x1,y1), ..., (xN,yN)}, 
estimate the prediction function f by minimising the prediction error on 
the training set.
Prediction: apply f to a never-before-seen x and predict the value of y = 
f(x).

y  =  f ( x )
output 
(label)

prediction 
function

input 
(feature)

An example for a ML algorithm is regression: based on a 
finite number of points (examples, samples), a function is 
inferred (fitted) which enables predictions for new 
examples; the fit gets better the more examples there are. 
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Data splitting into training, [validation], testing sets helps ensure the creation of data models and 
processes that use data models are accurate.

ML in a nutshell

y  =  f ( x )
output 
(label)

prediction 
function

input 
(feature)

Ground truth refers to the reality you want to model with your 
machine learning algorithm. It is the actual, correct output 
associated with a dataset, used as a reference for training and 
evaluating models.
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Loss (error) function is a crucial component in machine learning 
that quantifies the difference between the predicted outputs of a 
machine learning algorithm and the actual target values. Examples in 
regression: coefficient of determination (R2), mean square error (MSE), 
mean absolute error (MAE), root mean square deviation (RMSD), etc.

ML in a nutshell

Learning curve Parity plot

Snurr et al., Matter 2021, 4, 1578.
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Overfitting occurs when the machine learning model 
gives accurate predictions for training data but not for 
new data. Reasons:
1. The training data size is too small and does not 

contain enough data samples to accurately 
represent all possible input data values.

2. The training data contains large amounts of 
irrelevant information, called noisy data.

3. The model trains for too long on a single sample 
set of data.

4. The model complexity is high, so it learns the 
noise within the training data.

Underfitting occurs when the machine learning model has not learned the patterns in the training 
data well and is unable to generalize well on the new data. Reasons:
1. Data used for training is not cleaned and contains noise (garbage values) in it.
2. The model has a high bias.
3. The size of the training dataset used is not enough.
4. The model is too simple.

ML in a nutshell
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Cross validation is used to evaluate the performance of a model on unseen data.
1. Available data is divided into multiple folds or subsets;
2. One of these folds = validation set, the rest = training set.
3. Repeated multiple times, each time using a different fold as the validation set. 
4. Average the results from each validation set to produce a more robust estimate 

of the model’s performance.

ML in a nutshell

Data leakage is a scenario 
when ML model already has 
information of test data in 
training data, but this information 
would not be available at the 
time of prediction. It causes high 
performance in training but 
perform poorly in deployment or 
production.
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Feature importance involves calculating the score for all input features in a machine learning model 
to establish the importance of each feature in the decision-making process. The higher the score for 
a feature, the larger the effect it has on the model to predict a certain variable.  

Vertical IP

Kulik et al., Chem. Sci. 2021, 12, 13021.

ML in a nutshell
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Title
Interpolation = predicting values within the range of the training data.
Extrapolation = predicting values outside the range of the training data.

Ryota Kiuchi in Towards Data Science
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Garbage in, garbage out (GIGO) is the concept that flawed, biased, or poor quality ("garbage") 
information or input produces a result or output of similar ("garbage") quality. Sources:
1. Low-quality data: Low-level computations, irreproducible experiments.
2. Biased sampling: Selecting data that does not represent the full population, leading to skewed 

results. 
3. Incorrect labels: Mislabeled data where the assigned category does not match the actual data 

point. 
4. Missing values: Incomplete data where certain features are missing. 
5. Outliers: Extreme data points that deviate significantly from the normal distribution. 
6. Data inconsistencies: Different formats or representations for the same information across the 

dataset. 

ML in a nutshell
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Types of learning

Ranawat, Federici, Machine-Learning in Chemistry lecture slides

Supervised
• learns input → output relation from examples 
• training data is the limit 
• useful for fast screening and classification 

Unsupervised
• does not require knowledge of 

properties/outputs, only descriptors/inputs 
• finds similarities in complex data records 
• sensitive to the similarity measure 
• requires the user to know how many classes 

to expect 
• useful to reduce data dimensionality 



16https://vas3k.com/blog/machine_learning/

Types of learning



17Hui Li, The SAS Data Science Blog 
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ML algorithms
There are many ways to mathematically represent the boundary (Rashomon effect*)…

data

Takigawa, Machine Learning for Molecules lecture slides

*There exist many equally good predictive models for the same dataset.
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ML algorithms
There are many ways to mathematically represent the boundary…
… ultimately, we are just fitting a surface to given points by adjusting its parameter values.

Takigawa, Machine Learning for Molecules lecture slides
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ML in chemistry

Agrawal, Choudhary, APL Mater. 2016, 4, 053208.

Data

Algorithms

Hardware
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ML in chemistry

Butler, Davies, Cartwright, Isayev, Walsh, Nature 2018, 559, 547.

Evolution of the 
research workflow in 
computational 
chemistry
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ML in chemistry

Roy, Kar, Das in QSAR/QSPR Modeling: Introduction, 2015.

Quantitative structure-activity 
relationship (QSAR) modelling 
pertains to the construction of 
predictive models of biological 
activities as a function of structural 
and molecular information of a 
compound library. The concept of 
QSAR has typically been used for 
drug discovery and development and 
has gained wide applicability for 
correlating molecular information with 
not only biological activities but also 
with other physicochemical properties, 
which has therefore been termed 
quantitative structure-property 
relationship (QSPR).
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ML in chemistry

Friederich, Häse, Proppe, Aspuru-Guzik, Nat. Mater. 2021, 20, 750.

1. Methodology
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ML in chemistry

Shimakawa, Kumada, Sato, npj Comput. Mater. 2024, 10, 11.

1. Methodology
2. Prediction
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ML in chemistry

Sanchez-Lengeling, Aspuru-Guzik, Science 2018, 361, 360.

1. Methodology
2. Prediction
3. Inverse design
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ML in chemistry

Jiménez-Luna, Grisoni, Schneider, Nat. Mach. Intel. 2020, 2, 573.

1. Methodology
2. Prediction
3. Inverse design
4. Understanding

Relevance of 
input features

A graphical explanation in 
terms of molecular motifs that 
are considered relevant by the 
ML model for predicting drug 
interaction with cytochrome 
P450.
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ML in chemistry

Abolhasani, Kumacheva, Nat. Synth. 2023, 2, 483.

1. Methodology
2. Prediction
3. Inverse design
4. Understanding
5. Robotic (self-driving) labs (AI!)
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Pitfalls of ML
Prediction does not directly bring us Understanding nor Discovery.
Most ML algorithms are 
• Nondeterministic: even for the same input, they can exhibit different behaviours on different 

runs.
• Stochastic: use probability distributions to make predictions, i.e., they rely on randomness and 

uncertainty to make predictions and analyse data.
• Can be biased: produce systematic errors due to incorrect assumptions and/or data.

If data can speak for themselves, they can also lie for themselves - David Hand

Birhane, Nat. 2022, 610, 451. Donna Lu, Guardian, 28.01.2025.
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Ethics of AI
Ethics: the discipline dealing with what is good and bad and with moral duty and obligation. 
Morals describes one's particular values concerning what is right and what is wrong. 

• Is it ethical to develop an algorithm to identify the 
political leaning of an individual with the intent of 
targeting advertising, to polarise the viewpoint of 
voters with positive reinforcement messages or 
fake news, to undermine or influence the 
outcome of an election? 

• Is it ethical to develop a pandemic model using 
an AI, that could influence government policy, 
without fully testing the robustness of 
predictions?

• Is it ethical to use an algorithm for science 
without checking that the result makes sense? 

• Is it ethical to use an energy intensive algorithm 
when a computationally cheap alternative that 
performs just as well exists? 
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The cost of AI

Strubell, Ganesh, McCallum, in the 57th Annual Meeting of the Association for Computational Linguistics (ACL). 
Florence, Italy. July 2019.
arXiv:1906.02243
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Intelligence and learning

“It is not that machines are going to replace chemists. It’s that the chemists who use machines will 
replace those that do not.” 

Derek Lowe, In the pipeline, Science Mag
“AI is good at automatic tasks, rather than jobs.” 

Andrew Ng, Google Brain and Stanford 
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